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Abstract

Yahoo! network is one of the largest data sources of
user-activity on this planet. In this talk we will address
the various data mining efforts and challenges in using
the data and to create value for our users.

1 Yahoo! and Data

Every day, Yahoo! collects 10 terabytes of data from
3.5 billion interactions that 100 million users have
with dozens of its web applications. These applica-
tions range from email, web search, instant messaging,
news, shopping, stock quotes, blogging, sports, and so
on, and enable Yahoo! to build earth’s biggest data-
base on consumer behavior, interests and preferences,
of unparalleled richness.

2 Data mining at Yahoo!

Yahoo! processes this data and routinely mines it to
drive systematic product improvements, identify new
sources of revenue, and enable strategic business deci-
sion making for its executive management team. The
resulting product and network optimizations (on Ya-
hoo!) have wide reach and significant business impact,
that is not easy to achieve otherwise.

It is a big challenge to be able to mine relevant
patterns from the humongous volumes of data that
Yahoo! collects. The biggest challenge is the scale
and volume of data, ranging from millions of users,
millions of queries and transactions, and billions of
clicks. Problems range from data acquisition, outlier
and robot detection, sampling, pattern recognition and
analysis and validation.

Within Yahoo! we use a variety of techniques rang-
ing from logistic regression and predictive modeling
to a variety of classification and scoring algorithms,
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and apply core concepts from Statistics and Machine
Learning to routinely address data mining problems.

There are several classification techniques we use
for outlier and robot detection along with simple rule
based approaches. Predictive modeling is used to cre-
ate systems that attempt to serve relevant content and
advertising to the user. Statistics is essential to be
able to do sensitivity analysis done in various scenar-
ios - most commonly to assess the impact of temporal
trends.

Further, value establishment in a global business en-
vironment is also critical and challenging, and requires
one to establish a path to market for the findings from
data. This is extremely difficult as quantifying good
user-experience and ease-of-use are very difficult prob-
lems. Any efforts that attempt to measure these are
important to Yahoo!

3 Scope of this Presentation

In this talk, we will discuss several technical challenges
in mining this scale of data, and highlight several ex-
amples of how Yahoo! leverages data mining to con-
tinuously improve user-experience and simultaneously,
the revenue and profitability of the company. We will
present some of these problems, describe ideas that go
into solving them, and mention several problems that
are still open.


