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Selected Talks

1. Title: Bitstream: A Flexible SDN protocol for WANs
Speaker: Aniruddha Kushwaha
Abstract: Software Defined Networks (SDNs) could be a game changer for next generation
provider  networks.  OpenFlow (OF)  –  the  dominant  SDN protocol,  is  rigid  in  its  South
Bound Interface (SBI) – any new protocol field that the hardware must support, must await
complete  OF  standardization.  In  contrast,  OF  alternatives  such  as  Protocol  Oblivious
Forwarding (POF) and Forwarding and Control Element Separation (ForCES) have simpler
schemes for insertion of new protocol identifiers. We ask the question – can we design an
open system (white-box) – one that is carrier-class, yet able to meet the requirements of any
protocol  forwarding/action  with  a  minimal  set  of  data-plane  functions.  We  propose
bitstream,  a  low-latency,  source-routing  based scheme that  can  support  addition  of  new
protocols, be compatible with existing protocols and facilitate a minimum semantic set for
acting on a packet.

2. Title: Synergistic Program ANalyzer (SPAN)
Speaker: Anshuman Dhuliya
Abstract:  Synergistic Program ANalyzer (SPAN) is a framework that generates analyses
from their specification and automates their mutually beneficial interactions by simplifying
blocking  expressions.  It  has  mechanisms  to  automatically  select  analyses,  combine
forward/backward flow problems, and provide more precise results than available through
other similar contemporary frameworks.

3. Title: PAC Identification of Many Good Arms in Stochastic Multi-Armed Bandits
Speaker: Arghya Roy Chaudhuri
Abstract:  Sequential Decision Making (SDM) under uncertainty is a popular area in the
field of Reinforcement Learning (RL). Multi-Armed Bandit(MAB) is a branch of SDM in
which the objective is to output a strategy that maximizes the gain for a given set of slot
machines.  A considerable  amount  of  research  has  been  done  on  settings  like  Regret
Minimization, PAC etc. The applicability of MAB ranges from Online advertisement, Drug
testing, Automated game playing to scenarios where exploration and exploitation trade-off
plays  the main role in optimizing the objective.  Our current research interest  deals with
large-scale MAB problems. In the case of real-life problems, quite often the decision maker
is happy with quickly identifying a “good enough” decision. Our approach fulfils this exact
requirement for fast and good decision making. We have proposed a PAC formulation for
identifying the k arms in an n-armed bandit whose mean is within a fixed tolerance of the m-
th highest mean, where (k <= m <= n).  The key implication of our proposed approach is the
ability to derive upper bounds on the sample complexity that depends on $k$, and on n/m in
place of n. Consequently, even when the number of arms is infinite, we only need a finite
number  of  samples  to  identify  an  arm  that  compares  favourably  with  a  fixed  reward
quantile. Hence our approach is attractive to the above applications, wherein the number of
arms (ad-parameters, molecular configurations, playing strategies etc.) may run into a few
thousand or more.



4. Title: Verifying Array Manipulating Programs by Full-program Induction
Speaker: Divyesh Unadkat
Abstract:  Arrays  are  a  common  data  structure  used  in  day-to-day  programs.  Proving
properties of programs that manipulate arrays in loops is challenging. We present a novel
full-program induction based verification technique for proving a class of quantified as well
as  quantifier-free  properties  of  programs  manipulating  arrays  of  parametric  size  N.
Specifically, the technique instead of inducting over individual loops, inducts over the entire
program  via  the  program  parameter  N.  It  performs  non-trivial  transformations  of  the
program and the property during the inductive step that result in a program which has fewer
loops or is loop-free, thus simplifying the problem of assertion checking. The technique
automatically  infers  pre-conditions  during  the  inductive  step,  which  are  subsequently
proved, and used to strengthen the post-condition. The technique does not require generation
or use of loop invariants over arrays for proving the property. Based on these ideas, we have
developed a prototype tool Vajra to assess the efficacy of our technique. Vajra is able to
prove programs inspired from algebraic functions that perform polynomial computations
that the state-of-the-art tools are unable to. This work is done under the guidance of Prof.
Supratik Chakraborty and Prof. Ashutosh Gupta.

5. Title: SymFlex: Symbiotic management of elastic SSD caches in virtualized environments
Speaker: Muhammed Unais P
Abstract: Client-side SSD caching is an often used solution for improving IO performance
in  virtualization  based  hosting  solutions.  These  caches  are  transparent  to  the  virtual
machines and are provisioned and managed by the hypervisor. This black box approach does
not capture and react to guest OS and application specific policies for managing the cache.
Additionally,  static device assignment to VMs (which enables explicit  guest handling of
content on the device) is not scalable due to limitations on number of devices.
We propose a novel method to perform symbiotic management of IO caches by enabling
elastic SSD devices. Each virtual machine is configured with a elastic virtual SSD whose
contents can be managed according to guest OS and application requirements. Furthermore,
the SSD itself is managed by the hypervisor by a ballooning-like mechanism to adaptively
adjust  SSD  allotment  to  VMs  based  on  performance  and  usage  fairness  policies.  Our
primary contribution of this work, is to design and engineer the mechanism for elastic SSD
disks  to  be  virtualized,  and  further  demonstrate  usage  models  and  effectiveness  of  the
symbiotic management of SSD caches across virtual machines.
Through our empirical evaluation we show that the overhead of implementing a virtio-based
elastic  SSD  device  is  low.  Further,  we  demonstrate  using  dm-cache  and  fatcache,  the
applicability and benefits of this approach for enhancing IO throughput and enforcing VM-
level SSD allocation policies.

6. Title: Code Smells
Speaker: Omkarendra Tiwari
Abstract: Code smells are design flaws introduced during software development phase and
lead to difficulties in evolution and maintenance of the software. 



7. Title: Tools to build Virtual Network Functions
Speaker: Priyanka Naik
Abstract: My work broadly lies in the area of network function virtualization (NFV). NFV
is a  trend to  virtualize network functions (like load balancer  and firewalls)  which were
traditionally hosted on dedicated hardware. These virtual network functions run as software
components on a cloud of commodity server. The deployment of the VNFs is managed by
the cloud orchestrator. Virtualizing these network functions provides substantial benefits like
cost reduction and ease of scalability. But for NFV to be a true cost-saving paradigm, these
VNFs should be easily built  with a  fair  amount  of  code reuse.  We have built  a  library
(libVNF)to  aid  this.  libVNF  is  a  framework  which  unlike  existing  VNF  frameworks,
supports the development of both layer 2/3 as well as VNF which operate as a transport
connection end-point.  libVNF also provides  the VNF developers  the flexibility to  move
across network stacks without any modification to the VNF code. The library is currently
built  on two network stacks; the linux kernel stack and a multi-core scalable user-space
network stack utilizing kernel bypass techniques like DPDK and netmap. We have tested the
library by building simplified versions of telecom NFs and layer 3 load balancer. Along with
the  above  features,libVNF  also  manages  state  across  replicas  of  the  VNFs.  My thesis
provides guidelines for various state synchronization techniques for a scaled-out VNF. The
replicas of the VNFs,each run on different VM or container and the decision to scale the
VNF by adding more replica components is decided by the cloud orchestrator. In general,
the  cloud  orchestrator  depends  on  resource  utilization  statistics  to  make  the  scalability
decision.  But  this  approach  of  decision  making  alone  is  not  sufficient  as  it  can  ignore
scalability  required  to  handle  a  software  bottleneck.  We  have  built  NFVPerf  which
accompanies the orchestrator for VNF scalability decisions. NFVPerf monitors flow in a
VNF chain and identifies the bottleneck VNF based on it. Using the NFVPerf decision, the
orchestrator can scale the bottleneck VNF. My thesis thus provide tools for efficient building
and deployment of VNFs.

8. Title: Improving Road Safety Through Smart Sensing
Speaker: Ravi Bhandari
Abstract: There are many aspects of Intelligent Transportation Systems (ITS) such as traffic
management, infrastructure planning, road safety, collision avoidance systems, among many
others  which  crowdsource  information  about  the  road from road users  themselves.  The
location of the originating data plays an important role in several of these applications. Since
GPS-based  location  determination  is  energy  expensive  or  even  unavailable  in  many
scenarios,  we explored GSM-based location determination using fingerprinting.  Through
extensive empirical studies in crowded buses and trains, we found that combining GSM
fingerprinting  based  location  information  from  multiple  phones  improves  localization
accuracy. 
Once  the  location  of  the  data  is  known in  a  crowd-sourced  system,  several  interesting
applications can be built on top of that. One of the applications in the public transportation
domain  is  to  identify  unsafe  stopping  behaviour  of  buses.  More  specifically,  our
smartphone-based system detects the following scenarios. Has the bus come to a complete
stop (instead of a rolling stop)? Has the bus stopped in the left lane? Has the bus stopped
exactly at the bus stop?
Another application more useful in a private setting would be to enhance the navigation
applications with a driving lane indicator. For this, we use a dashboard mounted camera
along with deep neural nets to detect the current driving lane of the vehicle. Along with
detecting the lane, we were also able to detect if the vehicle was travelling on the wrong-
side of the road.



9. Title: Leveraging Network programmability to accelerate SDN applications
Speaker: Rinku Shah
Abstract:  Software defined networking (SDN) is  a networking paradigm that advocates
separation of the control and dataplane components of a switching element for independent
scaling  and  provisioning.  Offloading  local  state  and  computations  closer  to  the  edge
switches of the network has been a popular approach to improve application performance in
the SDN literature. We show that it is also possible to offload the subset of global state and
computation to the SDN controllers residing on the edge switches, but with synchronization
overheads.  We design and implement  a framework that automatically switches the SDN
application  between  the  traditional  and  the  offload  SDN  modes,  based  on  the  current
synchronization overhead. With the recent advent of programmable switch hardware,  we
propose offload of the SDN application control plane (or subset) to these hardware switches,
and accelerate the application performance upto line rate. We design and implement the LTE
Evolved Packet Core (EPC) application over these programmable switches, that is scalable,
as  well  as  fault  tolerant.  Our  results  show that  our  system increases  the  control  plane
throughput by N times, where 'N' is the processing capacity of the edge switches, and reduce
the control plane latency upto 85%.

10. Title: Block Products for Algebra over Countable Words and Applications to Logic
Speaker: Saptarshi Sarkar
Abstract:  In the  classical  setting  of  finite  words,  there  is  a  robust  connection  between
automata theory and algebra. Language recognition by automata is equivalent to recognition
via finite monoid. This allows us to use powerful algebraic tools to reason about logic and
languages. In particular, block product operation on monoids allows us to get decomposition
of automata in terms of simple automata.  Recently, an algebraic framework for recognizing
countable  words  has  been  developed.  We  propose  a  seamless  integration  of  the  block
product operation to this algebraic setting. A simple but subtle accompanying block product
principle has been established. Building on this, we generalize the well-known algebraic
characterizations of first-order logic (resp. first-order logic with two variables) in terms of
strongly (resp. weakly) iterated block products. We use this to arrive at a complete analogue
of  Sch\"utzenberger-McNaughton-Papert  theorem  or  countable  words,  which  gives
characterization of first-order definable languages in terms of expressions and algebra. We
also explicate the role of block products for linear temporal logic by formulating a novel
algebraic characterization of a natural fragment.

11. Title: VNF Availability Model for Service Provider Networks
Speaker: Sidharth Sharma
Abstract:  We consider  designing provider  networks  with  Virtual  Network Functions  of
lower availability than telecom equipment  while  maintaining an overall  high-availability
services infrastructure. An optimization model and corresponding performance results are
showcased.



12. Title: Efficient Underapproximate Reachability for Timed Multipushdown Systems
Speaker: Sparsa Roychowdhury
Abstract: Multistack Pushdown Automata(MPDA) are the perfect model of multi-recursive
programs. MPDA can be used for model checking, but more than one stack makes this
model Turing complete leading to many undecidable results including reachability. There
are  many  under-approximation  proposed  of  this  model  which  promises  decidable
reachability but  none of  them shown useful  practical  implementations.  In  this  work we
propose new under-approximation of multistack pushdown systems which subsumes many
of the prior under-approximations while maintaining decidable reachability. We also uplift
this  model  to time domain and establish this  under-approximation for Timed Multistack
Pushdown Automata with closed guards. We also developed a tool TRiM for reachability
analysis of this new under-approximation of timed multistack pushdown automata. As per
our knowledge no other tool exists in both timed and untimed domain, which can solve
reachability of any under-approximations of multistack pushdown automata.

13. Title: Video Analytics for Security and Compliance
Speaker: Vishal Kaushal
Abstract: Just as a picture is worth a thousand words, video data is very valuable in terms
of  the  amount  of  information  it  carries.  Consequently,  video  content  is  increasingly
becoming  an  inseparable  part  of  any organization  for  several  use  cases  -  security  and
compliance  monitoring  -  to  mention  a  couple.  However,  absence  of  reliable  automated
techniques  for  automated  analysis  of  such  video  data  for  these  purposes  prevents  an
organization from tapping its true potential. Imagine searching for a person wearing yellow
shirt in 100s of hours of videos or asking humans to be alert 24X7 to detect compliance
violations like not wearing a uniform or a safety equipment! In my talk,  I will  give an
overview of our work towards developing solutions for automatic analysis of videos for
various use cases like video summarization, searching in videos, generating real-time alerts
for events of interest,  and producing different kinds of statistics which find their  use in
security as well as compliance and quality monitoring applications.

14. Title: Computability of Regular Functions over Infinite Words is Decidable
Speaker: Vrunda Dave
Abstract:  The  class  of  regular  functions  from  infinite  words  to  infinite  words  is
characterised  by  deterministic  two-way  transducers  (input-output  automata)  with  look-
ahead. In their one-way restriction, they define the class of rational functions. We propose a
decision procedure for the fundamental question: given a  regular function f, is f computable
(by a Turing machine with infinite input)? For regular functions, we show that computability
is equivalent to continuity, and therefore the problem boils down to deciding continuity. We
give procedure for deciding continuity of Rational as well as Regular functions. 



Poster Presentations

1. Title: Bitstream: A Flexible SDN protocol for WANs
Presenter: Aniruddha Kushwaha
Abstract: Software Defined Networks (SDNs) could be a game changer for next generation
provider  networks.  OpenFlow (OF)  –  the  dominant  SDN protocol,  is  rigid  in  its  South
Bound Interface (SBI) – any new protocol field that the hardware must support, must await
complete  OF  standardization.  In  contrast,  OF  alternatives  such  as  Protocol  Oblivious
Forwarding (POF) and Forwarding and Control Element Separation (ForCES) have simpler
schemes for insertion of new protocol identifiers. We ask the question – can we design an
open system (white-box) – one that is carrier-class, yet able to meet the requirements of any
protocol  forwarding/action  with  a  minimal  set  of  data-plane  functions.  We  propose
bitstream,  a  low-latency,  source-routing  based scheme that  can  support  addition  of  new
protocols, be compatible with existing protocols and facilitate a minimum semantic set for
acting on a packet.

2. Title: Synergistic Program ANalyzer (SPAN)
Presenter: Anshuman Dhuliya
Abstract: Synergistic Program ANalyzer (SPAN) is a framework that generates analyses
from their specification and automates their mutually beneficial interactions by simplifying
blocking  expressions.  It  has  mechanisms  to  automatically  select  analyses,  combine
forward/backward flow problems, and provide more precise results than available through
other similar contemporary frameworks.

3. Title: Quantile-Regret Minimisation in Infinitely Many-Armed Bandits
Presenter: Arghya Roy Chaudhuri
Abstract: Sequential Decision Making (SDM) under uncertainty is a popular area in the
field of Reinforcement Learning (RL). Multi-Armed Bandit(MAB) is a branch of SDM in
which the objective is to output a strategy that maximizes the gain for a given set of slot
machines.  A considerable  amount  of  research  has  been  done  on  settings  like  Regret
Minimization, PAC etc. The applicability of MAB ranges from Online advertisement, Drug
testing, Automated game playing to scenarios where exploration and exploitation trade-off
plays the main role in optimizing the objective. We consider the regret minimisation setting
in which the number of bandit-arms is much larger than the possible number of pulls, and
can even be infinite. With the aim of minimising regret with respect to an optimal arm,
existing methods for this setting either assume some structure over the set of arms, or some
property  of  the  reward  distribution.  Invariably,   the  validity  of  such  assumptions  and
therefore  the  performance  of  the  corresponding  methods  depends  on  instance-specific
parameters,  which  might  not  be  known beforehand.  We propose  a  conceptually  simple,
parameter-free, and practically effective alternative. Specifically, we introduce a notion of
regret with respect to the top quantile of a probability distribution over the expected reward
of randomly drawn arms. Our main contribution is  an algorithm that  achieves sublinear
“quantile-regret”, both (1) when it is specified a quantile, and (2) when the quantile can be
any (unknown) positive value. The algorithm needs no side information about the arms or
about the structure of their reward distributions: it relies on random sampling to reach arms
in  the  top  quantile.  Experiments  show that  our  algorithm outperforms  several  previous
methods (in terms of conventional regret) when the latter are not tuned well, and often even
when they are.



4. Title: OCR in Indic Languages and Scenes
Presenter: Ayush Maheshwari
Abstract:  We have developed OpenOCRCorrect, an interactive framework for end-to-end
corrections in Indic OCR. The framework has been used to correct over 12000 document
images at  our institute  for various Indic Languages.  Deriving the motivation from word
conjoining  rules,  which  leads  to  inflections  in  Indic  Languages,  our  sequential  models
exploit the sub-word level information from OCR text as well as language data. This enables
the reduction  of  word error  rates  in  the  OCR sequences  for  four  Indic Languages  with
varying complexities. Such models jointly solve the problems of error detection and error
correction by learning the confusion patterns as well  as language.  We also work on the
problem of  reading  Indic  scenes  end-to-end  where  our  attention  based  models  set  new
standards for three Scene Text Datasets with varying complexities.

5. Title: Verifying Array Programs with Full-program Induction
Presenter: Divyesh Unadkat
Abstract:  Arrays  are  a  common  data  structure  used  in  day-to-day  programs.  Proving
properties of programs that manipulate arrays in loops is challenging. We present a novel
full-program induction based verification technique for proving a class of quantified as well
as  quantifier-free  properties  of  programs  manipulating  arrays  of  parametric  size  N.
Specifically, the technique instead of inducting over individual loops, inducts over the entire
program  via  the  program  parameter  N.  It  performs  non-trivial  transformations  of  the
program and the property during the inductive step that result in a program which has fewer
loops or is loop-free, thus simplifying the problem of assertion checking. The technique
automatically  infers  pre-conditions  during  the  inductive  step,  which  are  subsequently
proved, and used to strengthen the post-condition. The technique does not require generation
or use of loop invariants over arrays for proving the property. Based on these ideas, we have
developed a prototype tool Vajra to assess the efficacy of our technique. Vajra is able to
prove programs inspired from algebraic functions that perform polynomial computations
that the state-of-the-art tools are unable to. This work is done under the guidance of Prof.
Supratik Chakraborty and Prof. Ashutosh Gupta.

6. Title: Noun Compound Interpretation
Presenter: Girishkumar Ponkiya
Abstract: Noun compounds (or noun sequences) are a productive, continuous sequence of
more than one nouns. Most of the noun compounds appear only once in a large corpus.
These characteristics of noun compounds make them a special case, and demand special
treatment. Here, the problem is to find noun compounds from text, parse them if required,
and  extract  semantic  relation  between  components  of  the  noun  compound.  A task  of
extracting an abstract relation between components of the noun compound (e.g., apple pie:
MadeOf), or paraphrasing noun compound using verb and prepositions (apple pie : “a pie
made of apple” or “a pie with apple flavor”), is known as interpretation of noun compound
(or noun compound interpretation). For our work, we use a set of predefined abstract labels
as semantic relations.
Following are major bottlenecks in existing systems, and our approaches to solve the same:
1. There was no acceptable inventory of abstract semantic relations. We have analyzed a
inventory of semantic relations[1], and proposed a FrameNet based relations [2] which are
based on linguistics and can be benefited with FrameNet data.
2. Inspite of millions of noun compounds in large corpora,  there is no sufficiently large
annotated dataset for supervised training. In [3] we show that one can use large unlabelled
set to improve system performance.



3. Existing approaches for interpretation use either labelling or paraphrasing to represent
semantic relationship between components of a noun compound. We proposed an approach
[4] which jointly learns labelling and paraphrasing. By joint modeling, system performance
improves at both compared to training for individual.
4. Context influences semantic relations. But, the present datasets have annotation for each
noun compound without context. We are planning to study how context can be used for the
task. We are planning to use web-extracted information to bring the context in play.

References: 
[1] Girishkumar Ponkiya, Pushpak Bhattacharyya and Girish K Palshikar. On Why
Coarse Class Classification is a Bottleneck for Noun Compound Interpretation. ICON 2016,
Varanasi,  India,  December 17-20,  2016.  https://www.cse.iitb.ac.in/~girishp/papers/icon16-
noun-compound.pdf
[2]  Girishkumar  Ponkiya,  Kevin  Patel,  Pushpak  Bhattacharyya  and  Girish  K  Palshikar.
Towards a Standardized Dataset for Noun Compound Interpretation. Language Resources
and  Evaluation  Conference  (LREC),  Miyazaki,  Japan,  May  9-12,  2018.
https://aclanthology.info/papers/L18-1489/l18-1489
[3] Girishkumar Ponkiya, Kevin Patel, Pushpak Bhattacharyya and Girish K Pal-
shikar. Treat us like the sequences we are: Prepositional Paraphrasing of Noun Compounds
using LSTM. International Conference on Computational Linguistics (COLING), Santa Fe,
New-Mexico, USA, August 20-22, 2018. https://www.aclweb.org/anthology/C18-1155
[4] Girishkumar Ponkiya, Pushpak Bhattacharyya and Girish K Palshikar. Joint Modeling
for Noun Compound Interpretation. Under review in ACL.

7. Title: Explaining Deep Neural Networks for Natural Language Processing
Presenter: Kevin Patel
Abstract:  In this poster, we briefly discuss popular explanation methods, the motivation
behind them, their use in explaining neural networks for NLP, and their shortcomings.

8. Title: Frame Aggregation in 802.11ac: Need for Block ACK Redesign
Presenter: Muhammad Inamullah
Abstract:  Frame aggregation improves performance of 802.11 networks by reducing the
number of channel accesses the singleframe transmissions would otherwise need. The frame
aggregation of IEEE 802.11n and 802.11ac uses block ACK to acknowledge a  block of
packets  transmitted in  an aggregate (A-MPDU) of packets (MPDUs or  subframes).  The
mechanism works fine till there are no packet losses. With the advent of packet losses (and
their subsequent reporting by the block ACK), holes appear in the sequence of originator’s
sequence numbers waiting to be sent. The size of an A-MPDU transmitted immediately after
by the originator then becomes smaller due to these holes. We discuss the effect of such
inadvertent shortening of transmitted A-MPDUs on the performance of 802.11ac WLAN.
We propose modification to the size of block ACK bitmap to decouple the A-MPDU size
from subframe losses. We show through our ns-3 simulations that up to 20% throughput
improvement is readily seen in hidden node scenario in a simple basic service set (BSS) of
WLAN consisting of 32 to 48 STAs. Our analysis shows that improvement in the worst case
throughput can be as high as 400% for the highest VHT MCS indexes with our proposed
modifications.



9. Title: SymFlex: Symbiotic management of elastic SSD caches in virtualized environments 
Presenter: Muhammed Unais P
Abstract: Client-side SSD caching is an often used solution for improving IO performance
in  virtualization  based  hosting  solutions.  These  caches  are  transparent  to  the  virtual
machines and are provisioned and managed by the hypervisor. This black box approach does
not capture and react to guest OS and application specific policies for managing the cache.
Additionally,  static device assignment to VMs (which enables explicit  guest handling of
content on the device) is not scalable due to limitations on number of devices.
We propose a novel method to perform symbiotic management of IO caches by enabling
elastic SSD devices. Each virtual machine is configured with a elastic virtual SSD whose
contents can be managed according to guest OS and application requirements. Furthermore,
the SSD itself is managed by the hypervisor by a ballooning-like mechanism to adaptively
adjust  SSD  allotment  to  VMs  based  on  performance  and  usage  fairness  policies.  Our
primary contribution of this work, is to design and engineer the mechanism for elastic SSD
disks  to  be  virtualized,  and  further  demonstrate  usage  models  and  effectiveness  of  the
symbiotic management of SSD caches across virtual machines.
Through our empirical evaluation we show that the overhead of implementing a virtio-based
elastic  SSD  device  is  low.  Further,  we  demonstrate  using  dm-cache  and  fatcache,  the
applicability and benefits of this approach for enhancing IO throughput and enforcing VM-
level SSD allocation policies.

10. Title: Code Smells
Presenter: Omkarendra Tiwari
Abstract: Code smells are design flaws introduced during software development phase and
lead to difficulties in evolution and maintenance of the software.

11. Title: Variants of Homomorphism polynomials complete for algebraic complexity classes
Presenter: Prasad Chaugule
Abstract:  We  present  polynomial  families  complete  for  the  well-studied  algebraic
complexity  classes  VF,  VBP,  VP and  VNP.  The  polynomial  families  are  based  on  the
homomorphism  polynomials  studied  in  the  recent  works  of  Durand  et  al.  (2014)  and
Mahajan  et  al.  (2016).  We  consider  three  different  variants  of  graph  homomorphisms,
namely  injective  homomorphisms,  directed  homomorphisms  and  injective  directed
homomorphisms and obtain polynomial families complete for VF, VBP, VP, and VNP under
each one of these. The polynomial families have the following properties: The polynomial
families  complete  for  VF,  VBP,  and VP are  model  independent,  i.e.  they do not  use  a
particular  instance  of  a  formula,  ABP  or  circuit  for  characterising  VF,  VBP,  or  VP,
respectively. All the polynomial families are hard under p-projections. 

12. Title: Streaming Adaptation of Deep Forecasting Models using Adaptive Recurrent Units
Presenter: Prathamesh Deshpande
Abstract:  We present ARU, an Adaptive Recurrent Unit for streaming adaptation of deep
globally  trained  time-series  forecasting  models.  The  ARU  combines  the  advantages  of
learning complex data transformations across multiple time series from deep global models,
with  per-series  localization  offered  by  local  linear  models.  Unlike  existing  methods  of
adaptation that are either memory-intensive or fixed after training, ARUs require only fixed
sized  state  and  adapt  to  streaming  data  via  an  easy  RNN  update  operation.  The  core
principle driving ARU is simple --- maintain sufficient statistics of conditional Gaussian
distributions and use them to compute local parameters in closed form. Our contribution is



in embedding such local linear models in globally trained deep models while allowing end-
to-end training on the one hand, and easy RNN-like updates on the other. Across several
datasets  we  show  that  ARU  is  more  effective  than  recently  proposed  local  adaptation
methods that tax the global network to compute local parameters.

13. Title: Tomography  in  Longitudinal  Studies:  detecting  new  structures  From  sparse
measurements
Presenter: Preeti Gopal
Abstract: The need for tomographic reconstruction from sparse measurements arises when
the measurement process is potentially harmful, needs to be rapid, or is uneconomical. In
such cases, prior information from previous longitudinal scans of the same or similar objects
helps  to  reconstruct  the  current  object  whilst  requiring  significantly  fewer  `updating'
measurements. However, a significant limitation of all prior-based methods is the possible
dominance of the prior over the reconstruction of new localised information that has evolved
within the test object. In this paper, we improve the state of the art by (1) detecting potential
regions where new changes may have occurred, and (2) effectively reconstructing both the
old and new structures by computing regional weights that moderate the local influence of
the priors. We have tested the efficacy of our method on synthetic as well as real volume
data. The results demonstrate that using weighted priors significantly improves the overall
quality of the reconstructed data whilst minimising their impact on regions that contain new
information.

14. Title: libVNF: Building Virtual Network Functions Made Easy
Presenter: Priyanka Naik
Abstract:  Network  Function  Virtualization  (NFV)  aims  to  reduce  costs  and  increase
flexibility  of  networks  by  moving  functionality  traditionally  implemented  in   custom
hardware into software packet processing applications, or virtual network functions (VNFs),
running  on  commodity  servers  in  a  cloud.  This   paper  describes  the  design  and
implementation of libVNF, a library to build high performance, horizontally scalable VNFs.
Unlike  existing  frameworks  for  VNF   development,  our  library  (i)can  be  used  for  the
development  of  L2/L3 middleboxes  as well  as  VNFs that  are  transport  layer  endpoints;
(ii)seamlessly supports multiple network stacks in the backend; and (iii)enables distributed
implementation of VNFs via functions for distributed state and replica management. We
have implemented a variety of VNFs using our library to demonstrate the expressiveness of
our API. Our evaluation shows that building VNFs using libVNF can reduce the number of
lines of code in the VNF by up to 50%. Further, optimizations in our library ensure that the
performance of VNFs built  with our library scales well  with increasing number of CPU
cores and distributed replicas. 

15. Title: Consistency Analysis of SELinux Policies
Presenter: Radhika B S
Abstract: SELinux introduces Mandatory Access Controls (MAC) into the Linux kernel to
enhance its security with fine-grained and flexible access control.  It does so by labeling
every entity in the system and specifying an access control policy in terms of these labels. In
SELinux systems, a well-written access policy is the key to protecting the system resources
against  security  threats.  However,  as  the  policies  get  larger  and  complex,  assuring  the
consistency of the rules and information flows caused by them becomes difficult. We present
an approach to verify the consistency of an SELinux policy using Readers-Writers Flow



Model (RWFM). We have used this approach to implement a static policy analysis tool that
helps the policy writers in developing information flow secure policies.

16. Title: A Large Dataset for improving Patch Matching
Presenter: Rahul Mitra
Abstract: We propose a new dataset for learning local image descriptors which can be used
for significantly improved patch matching. Our proposed dataset consists  of an order of
magnitude  more  number  of  scenes,  images,  and  positive  and  negative  correspondences
compared to the currently available Multi-View Stereo (MVS) dataset from Brown et al. The
new dataset also has better coverage of the overall viewpoint, scale, and lighting changes in
comparison to the MVS dataset. Our dataset also provides supplementary information like
RGB patches with scale and rotations values, and intrinsic and extrinsic camera parameters
which as shown later can be used to customize training data as per application. We train an
existing state-of-the-art model on our dataset and evaluate on publicly available benchmarks
such as HPatches dataset and Strecha et al.\cite{strecha} to quantify the image descriptor
performance. Experimental evaluations show that the descriptors trained using our proposed
dataset outperform the current state-of-the-art descriptors trained on MVS by 8%, 4% and
10% on matching,  verification  and retrieval  tasks  respectively on the  HPatches  dataset.
Similarly on the Strecha dataset, we see an improvement of 3-5% for the matching task in
non-planar scenes.

17. Title: Theory and Implementation in MPC
Presenter: Rajeevalochana MR
Abstract: In this work we describe mpC, a first of its kind, platform-independent high-level
programming  language  for  multi-party  computation  protocols  that  supports  advanced
features  like  protocol  transformations  (“MPC  in  the  head”).  We  believe  that  such  a
programming language has a crucial role to play in the development of the full potential of
MPC in practice and in academic research. 

18. Title: Ravi Bhandari
Presenter: Improving Road Safety Through Smart Sensing
Abstract: There are many aspects of Intelligent Transportation Systems (ITS) such as traffic
management, infrastructure planning, road safety, collision avoidance systems, among many
others  which  crowdsource  information  about  the  road  from  users  themselves  using
smartphones. The location of the originating data plays an important role in several of these
applications.  Since  GPS-based  location  determination  is  energy expensive,  we  explored
GSM-based  location  determination  using  fingerprinting,  in  our  work  Crowdloc[1].  The
major contribution of Crowdloc[1] is in establishing that combining GSM fingerprinting
based location information from multiple phones improves localization accuracy. 
Once  the  location  of  the  data  is  known in  a  crowd-sourced  system,  several  interesting
applications can be built on top of that. In this context, my research focuses on improving
road safety through smart-sensing. In our work FullStop[2], we use a smartphone to identify
unsafe stopping behaviour of buses. More specifically, it detects the following scenarios.
1. Has the bus come to a complete stop (instead of a rolling stop)?
2. Has the bus stopped in the left lane?
3. Has the bus stopped exactly at the bus stop?
While FullStop[2] is in the domain of public transportation, our work DeepLane[3]



is intended for a private setting in which a dashboard mounted camera is used to detect the
current  lane  of  the  vehicle.  Along  with  detecting  lane,  it  also  detects  if  the  vehicle  is
travelling on the wrong-side of the road.
[1]  Bhandari,  Ravi,  Bhaskaran  Raman,  K.  K.  Ramakrishnan,  Deepthi  Chander,  Naveen
Aggarwal, Divya Bansal, Mahima Choudhary, Nisha Moond, Aneesh Bansal, and Megha
Chaudhary.  “CrowdLoc:  Cellular  Fingerprinting  for  Crowds  by  Crowds.”  ACM
Transactions on Sensor Networks (TOSN) 14, no. 1 (2018): 4.
[2] Bhandari, Ravi, Bhaskaran Raman, and Venkata N. Padmanabhan. “FullStop: Tracking
unsafe  stopping  behaviour  of  buses.”  In  Communication  Systems  &  Networks
(COMSNETS), 2018 10th International Conference on, pp. 65-72. IEEE, 2018.
[3]  Bhandari,  Ravi,  Akshay  Uttama  Nambi,  Venkata  N.  Padmanabhan,  and  Bhaskaran
Raman. "DeepLane: camera-assisted GPS for driving lane detection." In Proceedings of the
5th Conference on Systems for Built Environments, pp. 73-82. ACM, 2018.

19. Title: Leveraging Network programmability to accelerate SDN applications
Presenter: Rinku Shah
Abstract:  Software defined networking (SDN) is  a networking paradigm that advocates
separation of the control and dataplane components of a switching element for independent
scaling  and  provisioning.  Offloading  local  state  and  computations  closer  to  the  edge
switches of the network has been a popular approach to improve application performance in
the SDN literature. We show that it is also possible to offload the subset of global state and
computation to the SDN controllers residing on the edge switches, but with synchronization
overheads.  We design and implement  a framework that automatically switches the SDN
application  between  the  traditional  and  the  offload  SDN  modes,  based  on  the  current
synchronization overhead. With the recent advent of programmable switch hardware,  we
propose offload of the SDN application control plane (or subset) to these hardware switches,
and accelerate the application performance upto line rate. We design and implement the LTE
Evolved Packet Core (EPC) application over these programmable switches, that is scalable,
as  well  as  fault  tolerant.  Our  results  show that  our  system increases  the  control  plane
throughput by N times, where 'N' is the processing capacity of the edge switches, and reduce
the control plane latency upto 85%.

20. Title: Learning 3D Human Pose from Structure and Motion
Presenter: Rishabh Dabral
Abstract:  3D  human  pose  estimation  from  a  single  image  is  a  challenging  problem,
especially for in-the-wild settings due to the lack of 3D annotated data. We propose two
anatomically  inspired  loss  functions  and  use  them  with  a  weakly-supervised  learning
framework to jointly learn from large-scale in-the-wild 2D and indoor/synthetic 3D data. We
also present a simple temporal network that exploits temporal and structural cues present in
predicted  pose  sequences  to  temporally  harmonize  the  pose  estimations.  We  carefully
analyze  the  proposed  contributions  through  loss  surface  visualizations  and  sensitivity
analysis  to  facilitate  deeper  understanding  of  their  working  mechanism.  Our  complete
pipeline improves the state-of-the-art  by 11.8% and 12% on Human3.6M and MPI-INF-
3DHP, respectively, and runs at 30 FPS on a commodity graphics card.



21. Title: Addressing word-order Divergence in Multilingual Neural Machine Translation for
extremely Low Resource Languages
Presenter: Rudra Murthy
Abstract: Transfer  learning  approaches  for  Neural  Machine  Translation  (NMT)  train  a
NMT model on the assisting-target language pair (parent model) which is later fine-tuned
for the source-target language pair of interest (child model), with the target language being
the same. In many cases, the assisting language has a different word order from the source
language. We show that divergent word order adversely limits the benefits from transfer
learning  when  little  to  no  parallel  corpus  between  the  source  and  target  language  is
available.  To  bridge  this  divergence,  We  propose  to  pre-order  the  assisting  language
sentence to match the word order of the source language and train the parent model. Our
experiments  on  many  language  pairs  show  that  bridging  the  word  order  gap  leads  to
significant improvement in the translation quality.

22. Title: Eyes are the Windows to the Soul: Predicting the Rating of Text Quality Using Gaze
Behaviour
Presenter: Sandeep Albert Mathias
Abstract:  Predicting a reader’s rating of text  quality is  a challenging task that involves
estimating different subjective aspects of the text, like structure, clarity, etc. Such subjective
aspects  are  better  handled  using  cognitive  information.  One  such  source  of  cognitive
information is gaze behaviour. In this paper, we show that gaze behaviour does indeed help
in effectively predicting the rating of text quality. To do this, we first model text quality as a
function of three properties - organization, coherence and cohesion. Then, we demonstrate
how capturing gaze behaviour helps in predicting each of these properties, and hence the
overall quality, by reporting improvements obtained by adding gaze features to traditional
textual  features  for  score  prediction.  We  also  hypothesize  that  if  a  reader  has  fully
understood the text, the corresponding gaze behaviour would give a better indication of the
assigned  rating,  as  opposed  to  partial  understanding.  Our  experiments  validate  this
hypothesis by showing greater agreement between the given rating and the predicted rating
when the reader has a full understanding of the text.

23. Title: Block Products for Algebra over Countable Words and Applications to Logic
Presenter: Saptarshi Sarkar
Abstract:  In the  classical  setting  of  finite  words,  there  is  a  robust  connection  between
automata theory and algebra. Language recognition by automata is equivalent to recognition
via finite monoid. This allows us to use powerful algebraic tools to reason about logic and
languages. In particular, block product operation on monoids allows us to get decomposition
of automata in terms of simple automata.  Recently, an algebraic framework for recognizing
countable  words  has  been  developed.  We  propose  a  seamless  integration  of  the  block
product operation to this algebraic setting. A simple but subtle accompanying block product
principle has been established. Building on this, we generalize the well-known algebraic
characterizations of first-order logic (resp. first-order logic with two variables) in terms of
strongly (resp. weakly) iterated block products. We use this to arrive at a complete analogue
of  Sch\"utzenberger-McNaughton-Papert  theorem  for  countable  words,  which  gives
characterization of first-order definable languages in terms of expressions and algebra. We
also explicate the role of block products for linear temporal logic by formulating a novel
algebraic characterization of a natural fragment.



24. Title: Efficient Underapproximate Reachability for Timed Multipushdown Systems
Presenter: Sparsa Roychowdhury
Abstract: Multistack Pushdown Automata(MPDA) are the perfect model of multi-recursive
programs. MPDA can be used for model checking, but more than one stack makes this
model Turing complete leading to many undecidable results including reachability. There
are  many  under-approximation  proposed  of  this  model  which  promises  decidable
reachability but  none of  them shown useful  practical  implementations.  In  this  work we
propose new under-approximation of multistack pushdown systems which subsumes many
of the prior under-approximations while maintaining decidable reachability. We also uplift
this  model  to time domain and establish this  under-approximation for Timed Multistack
Pushdown Automata with closed guards. We also developed a tool TRiM for reachability
analysis of this new under-approximation of timed multistack pushdown automata. As per
our knowledge no other tool exists in both timed and untimed domain, which can solve
reachability of any under-approximations of multistack pushdown automata.

25. Title: Meaningless yet meaningful: Morphology grounded subword-level NMT
Presenter: Tamali Banerjee
Abstract: We explore the use of two independent subsystems, namely Byte Pair Encoding
(BPE) and Morfessor as basic units for subword-level neural machine translation (NMT).
We have shown that for linguistically distant language-pairs Morfessor-based segmentation
algorithm produces  significantly better  quality translation than BPE. However,  for  close
language-pairs  BPE-based  subword-NMT  may  translate  better  than  Morfessor-based
subword-NMT.  We  have  proposed  a  combined  approach  of  these  two  segmentation
algorithms Morfessor-BPE (M-BPE) which outperforms these two baseline systems in terms
of BLEU score. Our results are supported by experiments on three language-pairs: English-
Hindi, Bengali-Hindi and English-Bengali.

26. Title: A  Unified  Bayesian  MRF-Based  Poissonian  Deconvolution  and  Segmentation
Algorithm  for  Quantitative  Analysis  of  Colocalization  in  Dual-Color  Fluorescence
Microscopy
Presenter: Thyagarajan Radhakrishnan
Abstract:  Colocalization studies perform dual-color fluorescence microscopy imaging of
two (or  more)  biological  entities  in  the  same specimen to elucidate  common functional
characteristics  from their  spatial  co-distribution.  Reliable  estimation  of  colocalization  is
challenging  due  to  the  presence  of  both  noise  and  blur  artifacts,  in  addition  to  the
fluorescence intensity variations and common background, from the digital imaging process.
State-of-the-art methods that quantify colocalization either require the input images to be
preprocessed or fall short of addressing one or more of these challenges in a holistic way,
thereby producing incorrect estimates. In contrast, this paper proposes a unified statistical
framework to  estimate colocalization  using (i)  a  Bayesian Markov random field (MRF)
modeling of the observed dual-channel image that is corrupted by (known) blur and Poisson
noise,  and  (ii)  the  expectation-maximization  (EM)  algorithm  for  maximum-a-posteriori
estimation of the MRF model parameters, including the degree of colocalization, and the
restored intensity and segmented images. Experiments on several benchmark and laboratory
datasets  show  that  our  method  provides  reliable  estimates  of  colocalization  and  the
underlying images over the state of the art, both qualitatively and quantitatively.



27. Title: A framework towards domain specific video summarization
Presenter: Vishal Kaushal
Abstract:  In the light of exponentially increasing video content, video summarization has
attracted  a  lot  of  attention  recently  due  to  its  ability  to  optimize  time  and  storage.
Characteristics  of  a  good  summary  of  a  video  depend  on  the  particular  domain  under
question. We propose a novel framework for domain specific video summarization. Given a
video of a particular domain, our system can produce a summary based on what is important
for  that  domain  in  addition  to  possessing  other  desired  characteristics  like
representativeness, coverage, diversity etc. as suitable to that domain. Past related work has
focused either on using supervised approaches for ranking the snippets to produce summary
or on using unsupervised approaches of generating the summary as a subset of snippets with
the  above  characteristics.  We  look  at  the  joint  problem  of  learning  domain  specific
importance of segments as well as the desired summary characteristic for that domain. Our
studies show that the more efficient way of incorporating domain specific relevances into a
summary  is  by  obtaining  ratings  of  shots  as  opposed  to  binary  inclusion/exclusion
information. We also argue that ratings can be seen as unified representation of all possible
ground truth summaries of a video, taking us one step closer in dealing with challenges
associated  with  multiple  ground  truth  summaries  of  a  video.  We  also  propose  a  novel
evaluation measure which is more naturally suited in assessing the quality of video summary
for the task at hand than F1 like measures. It leverages the ratings information and is richer
in appropriately modeling desirable and undesirable characteristics of a summary. Lastly, we
release  a  gold  standard  dataset  for  furthering  research  in  domain  specific  video
summarization, which to our knowledge is the first dataset with long videos across several
domains  with  rating  annotations.  We conduct  extensive  experiments  to  demonstrate  the
benefits of our proposed solution.

28. Title: Computability of Regular Functions over Infinite Words is Decidable
Presenter: Vrunda Dave
Abstract: The  class  of  regular  functions  from  infinite  words  to  infinite  words  is
characterised  by  deterministic  two-way  transducers  (input-output  automata)  with  look-
ahead. In their one-way restriction, they define the class of rational functions. We propose a
decision procedure for the fundamental question: given a  regular function f, is f computable
(by a Turing machine with infinite input)? For regular functions, we show that computability
is equivalent to continuity, and therefore the problem boils down to deciding continuity. We
give procedure for deciding continuity of Rational as well as Regular functions.


